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Understanding the Age Gap in Voice Al

A

High Adoption: 55% of older
adults already use voice Al
(ex: Alexa, Siri) for health,

safety, and daily tasks.

Independence: Reliable voice
Al supports aging in place.

Market Growth:
Tech-for-aging projected to hit
$120B by 2030.

Q

Design Gap: 64% say tech
isn't built for their age.

Vocal Changes: Aging shifts
pitch, strength, and pace.

Model Limitations: Standard
automatic speech recognition
(ASR) struggles with older-adult
speech.

Frustration:
Misinterpretation — repeated
failures — abandonment.

Systemic Bias:
Age-related errors rarely
measured or studied due to
research gap



Project Timeline

~127,000 audio clips Slowed, pause, Experiment with LoRA 17% improvement
stufter, pause+stutter rank, a, beams, on disfluent speech

Compute AWER + unfrozen layers
bootstrap Cls

Compute baseline
WER for Whisper-large
(1.5 billion params)

2% improvement on

Optimize dataset and dementia-related
learning rate speech



Data

Common VYoice 23.0

Open-source
Scripted prompts (< 15 words)

“clean aging voices” benchmark dataset

NIH

DementiaBank

e Clinical recordings
e Naturalistic speech samples

“difficult test set” for aging speech variation

Together, this data provides a complete picture of how ASR

handles real aging voices at every level of complexity.



Whisper Model lterative Evaluation

How disfluencies affect ASR understanding of aging voices

Model Output (Transcription)
Condition WER
Reference sentence: (%)
“He won the Hector Memorial Medal.”

@ Baseline He won Hector Memorial Medal. 16
Slow He memorial medal. 50

Pause He won memorial medal. 33

Stutter He won Hector Memorial Medal. 16

@ Pause+Stutter memorial medal. 83

Baseline

Slow

Pause

Stutter

Pause + Stutter




Stress Test

How Pauses, Stutters, and Slowed Speech Increase
Whisper's Error Rates

WER Distributions Across Conditions

. !
05 - " )
; ]
0.4 1 N
®  Pauses: minimal impact
® Slow speech: moderate errors g
= 0.3
®  Stutter: biggest spike in WER 5
=
e Pause + Stutter: high errors and 0.2 .
instability ; -
0.11 i
0.0

Baseline Pause Slow (0.5x) Stutter Pause + Stutter



Finetuning & Experimentation

Hundreds of experiments with dozens of parameters including: rank, alpha, # encoding layers,
# decoding layers, vectors (q, k, v, o, fc1, fc2), batch size, learning rate, dropout...

Learning Warmup Weight

Run Status PEFT Num Train Num Val Num Test # Epochs # Steps Rate Target Layers Steps Decay  Optimizer Load In 4bit R Alpha Dropout
Done qglora 1,000 300 300 10 0.00020 q_proj, k_proj, v_proj 50 0.01 adamw TRUE 16 32 0.05 linear
Done dora 1,000 300 300 10 0.00020 q_proj, k_proj, v_proj 50 0.01 adamw FALSE 16 32 0.05 linear
Done adalora 1,000 300 300 10 0.00020 q_proj, k_proj, v_proj 50 0.01 adamw FALSE init12—8 0.05 linear
Cancelled lora 1,000 300 300 10 0.00020 q_proj, k_proj, v_proj 0.01 adamw FALSE 16 32 0.05 linear
Done glora 1,000 300 300 10 0.00010 q_proj, k_proj, v_proj 0.01 adamw TRUE 16 32 0.05 linear
Done glora 1,000 300 300 20 0.00020 q_proj, k_proj, v_proj 0.01 adamw TRUE 16 32 0.05 linear
Done glora 5,000 1,000 5 0.00020 q_proj, v_proj 0.01 adamw TRUE 16 32 0.05 linear
Done qglora 5,000 1,000 10 0.00010 q_proj, v_proj 0.01 adamw TRUE 16 32 0.05 linear
Done dora 5,000 1,000 5 0.00020 q_proj, v_proj 0.01 adamw TRUE 16 32 0.05 linear
Done dora 5,000 1,000 10 0.00010 q_proj, v_proj 0.01 adamw TRUE 16 32 0.05 linear
Done glora 5,000 1,000 20 0.00010 qg_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 cosine
Cancelled glora 5,000 1,000 20 0.00040 q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 cosine
Done glora 1,000 300 2 0.00040 | q_proj, v_proj 0.01 adamw TRUE 16 32 0.05 linear
Done glora 10,000 2,000 20 0.00010  q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 linear
Done glora 1,000 300 10 0.00020 q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 linear
Done qglora 1,000 300 10 0.00020 q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 linear
Done qglora 5,000 10 0.00020 q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 linear
Done qglora 5,000 10 0.00020 q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 linear
Done glora 5,000 10 0.00020 q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 linear
Done glora 5,000 10 0.00020 q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 linear
Done glora 5,000 0.00010 q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 linear

glora 0.00010 q_proj, v_proj 0.01 adamw_bnb_8bit TRUE 16 32 0.05 linear
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Results

AgeVoicE improves recognition for older-adult speech across all datasets
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Best Model

167

OVERALL TEST WER

Reduced from 33% e Preserved clinically significant words

CONFIGURATIONS

e learning Rate: 2e-5

e LoRA adapters on all layers

e Rank: 16 | Alpha: 32

DATA DECISIONS

e Oversampled DementiaBank

e Forced Alignment implementation



Web App

{» Try a Sample

Some of cities in the Fox River Valley are part of...

43 Preview Audio

0:00

) “h»

& Or Upload Your Own Audio

44 Upload or record audio

(. Record |
SO

\

& ¢

Transcribe & Evaluate ®_

& https://huggingface.co/spaces/drussel4 /asr-elderfinetuned-demo-space

0:05
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| Microphone Array (... /)
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B3 Model Performance v. Ground Truth

Model WER MER WIL WIP
whisper-large — ground_truth 0.1429 0.1333 0.1952 0.8048
AgeVoicE — ground_truth 0.0714 0.0667 0.0667 0.9333

B Ground Truth + Transcriptions

Ground Truth

Some of cities in the Fox River Valley are part of the Rust Belt.

Model 1: openai/whisper-large

Some of the cities in the Forks River Valley are part of the Rust Belt.

Model 2: AgeVoicE

some of the cities in the fox river valley are part of the rust belt



https://huggingface.co/spaces/drussel4/asr-elder-finetuned-demo-space

Future Work

/ Personalization \

Age & Health—Aware:

Models tuned to medical and

age-related speech

Adaptive Learning:
Systems that evolve with each

user’s speech patterns.

/" RealWorld

Deployment

Speaker Diarization:
Separate caregiver vs.

patient voices

Noise Robustness:
Train on realistic home

environments

On-Device Optimization:
Lightweight versions for hearing

aids and other smart devices

o %

o %

/Muliilingual Aging\

Voice
Global Reach:
Expand disfluency pipeline to

more languages

Inclusive Access:
Reduce barriers for non-English

older adults

o %




Mission

Our mission is to evaluate and improve voice Al for older adults
by uncovering how speech models handle age-related changes.
Through transparent, evidence-driven research, we aim to create
more inclusive systems that empower aging in place.
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