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Summary. The research on cooperation in networks has focused on types of net-
works that depend on cooperation among the nodes just to enable communication
at all: in self-organized networks such as peer-to-peer and mobile ad-hoc networks
that have neither central authorities nor infrastructure to allow cooperation-less
functioning. This focus is now being extended to networks that potentially have
such infrastructure, such as cellular, wireless mesh or sensor networks, because even
in such networks, nodes can benefit from cooperation to obtain services or perfor-
mance gains not provided otherwise. In this chapter, we explain why cooperative
interaction does not just occur spontaneously but needs changes in the network en-
vironment that allow nodes to benefit from their own cooperation. We then give
an overview over such incentives devised to elicit cooperation from network nodes,
such as reputation, payment, barter or enforcement systems and mechanism design
and discuss challenges arising from the distributed and transient nature of non-fixed
networks.

5.1 Benefits of Network Cooperation

Networks without central authorities and infrastructure depend on cooperative inter-
action between the network entities to make communications happen. In multi-hop
wireless networks such as mobile ad-hoc networks, nodes can only send messages
to other nodes beyond their own wireless range when using intermediate nodes as
relays. The same is true for wireless sensor networks where the sink is more than
a hop away from the sources. Peer-to-peer file-sharing networks need the coopera-
tion of other participants to forward and return queries and provide data. Without
cooperation between network entities such networks cannot function, there is no
communication without cooperation.

Fixed or centrally operated networks such as cellular networks do not depend on
cooperation to such a fundamental extent for basic communication. Yet also in such
networks where cooperation is not strictly necessary, it can nevertheless be beneficial
to enhance the functionality of the existing network or facilitate the transition to
new services and protocols.
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We can imagine examples for added value by cooperation on the network layer
and above to include the following, as applied to cellular networks and illustrated
in Figure 5.1.

Extended coverage. Instead of needing to talk to an access point for every commu-
nication, multi-hop cellular networks give some control to the end-systems to
self-organize and communicate beyond the range of the access point, thereby
extending the coverage area spatially.

Local exchange. If nodes cooperate to exchange data locally, they can do so without
having to have an access point nearby or when it is cheaper to use short-range
communication. This extends the coverage area both spatially and temporally.

Speed-up of data dissemination. For applications such as broadcasting or file shar-
ing, cooperative down- and upload can speed up the dissemination of data by
reducing redundancy, as compared to every end-system communicating sepa-
rately with the access point.

Load balancing. Besides the advantage of accelerated data dissemination, the sys-
tem load can be both reduced and better balanced by allowing cooperative
interaction between network entities. Statistical multiplexing can be used at a
higher level of aggregation. The load balancing can be both from access point
to end systems as well as from licensed to unlicensed spectrum, for example.

In a theoretical analysis of how much cooperation mechanisms can help by in-
creasing the probability of a successful forward in a wireless multi-hop network,
Lamparter, Plaggemeier, and Westhoff [24] find that increased cooperation super-
proportionally increases the performance for small networks (i.e., fairly short routes).
Cooperation increases more if the initial probability e (the probability to cooperate
by forwarding) is fairly acceptable (above 0.6). Even small increases in e as given
by δi, the change of the probability to cooperate in the presence of an incentive
mechanism such as a reputation system, can have a dramatic improvement. They
find, however, that the benefit is much more pronounced in small networks with
fairly short routes than in medium to large scale networks.

Networks such as the examples above can benefit substantially from cooperation
between entities within the network, or even depend on it. Cooperation between
different networks, in terms of peering and routing also has potential to improve
outcomes overall. In this chapter we focus on intra-network cooperation rather than
inter-network cooperation.

5.2 The Cooperation Dilemma

As motivated in the previous section, nodes in self-organized networks need to co-
operate in order to communicate. Even in networks with central authorities and
infrastructure, nodes can benefit from cooperation to increase the performance they
perceive. Cooperation in networks, however, usually comes at a cost in the form of
battery consumption, computation cycles, bandwidth or storage. Network nodes can
have strategic behavior and are not necessarily obediently cooperating by making
their resources available without the prospect of rewards for their good behavior.

Unreciprocated, there is no inherent value of cooperation for a node. A lone
cooperating node draws no benefit from its cooperation, even if the rest of the
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(a) Cellular Network (b) Extended Coverage

(c) Local Exchange (d) Data Dissemination

(e) Load Balancing

Figure 5.1. Examples of cooperation benefit.

network does. Guaranteed cost paired with uncertainty or even lack of any resulting
benefit does not induce cooperation in a rational, utility-maximizing node. Rational
nodes therefore would not cooperate in such an environment. A network of rational
nodes would thus not cooperate and all be worse off than if they cooperated. Not
to cooperate is the dominant strategy, regardless of what other nodes choose to
do. The collection of individually chosen, dominant, strategies leads to an outcome
where everyone is worse off than had they chosen a different strategy. This is a
dilemma.

Ostrom [29] discusses the role of trust in a dilemma: “Because the less val-
ued payoff is at an equilibrium, no one is independently motivated to change their
choice, given the choice of other participants. These situations are considered to be
dilemmas because at least one outcome exists that would yield higher returns for all
participants. To get to this outcome, however, individuals have to trust one another.
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Rational participants making independent choices are not predicted to realize this
Pareto-optimal outcome. A conflict is thereby posed between acting from individual
rationality and gaining sufficient trust to achieve the optimal outcomes for a group.
The problem of collective action raised by social dilemmas is finding a way to avoid
Pareto-inferior equilibria and to move closer to the optimum. Those who find ways
to coordinate strategies in some fashion receive a ‘cooperator’s dividend’ equal to
the difference between the worst outcome and the outcome achieved.”

Dilemmas have been studied in Game Theory [28], the best-known example be-
ing the prisoner’s dilemma, where the dilemma lies in the prisoner’s choice between
defecting, i.e., confessing and telling on his partner in crime to escape the harshest
sentence and thereby, possibly, if the the other prisoner remains silent, getting away
with the shortest sentence (the dominant strategy) and cooperating with the other
prisoner, i.e., remaining silent when questioned, the consequences of which are the
longest sentence if the other prisoner confesses or a shorter sentence for both other-
wise. When both prisoners cooperate they are both better off than when they defect.
Regardless of what the other prisoner chooses, each prisoner has to choose to defect
to minimize his own sentence, this is the Nash equilibrium. This is the case at least if
the choice arises only once, when it is a one-shot game. The situation changes when
a dilemma arises repeatedly, as in the iterated version of the prisoner’s dilemma,
where strategies like tit-for-tat (TFT), i.e., initiating with cooperation and contin-
uing with direct reciprocity, are successful at eliciting cooperation and show a way
out of the dilemma, avoiding the attraction of detrimental equilibria of dominating
strategies of the one-shot game [2].

Table 5.1 shows the payoff a player gets at each combination of actions, from
player A’s perspective. For example, if player A defects and player B cooperates,
player A gets the so-called temptation payoff. A game is a dilemma when the fol-
lowing relation for payoffs hold: Temptation > Cooperation > Mutual Defection >
Sucker’s Payoff.

Table 5.1. Payoff Matrix: Player A (vertical reading) vs. Player B (horizontal
reading).

PLAYER A/B COOPERATE DEFECT

COOPERATE mutual cooperation sucker’s payoff

DEFECT temptation punishment

Applying insights from well-studied dilemmas such as the prisoner’s dilemma to
communication systems, it becomes clear that encouraging cooperative interaction
between network nodes, the players in the communication game, can lead to an
outcome preferred by all nodes and increase the overall performance of a network.
Several incentives for cooperation have been suggested [23].

Yet it is not straightforward to do that. In networks, the decisions are more
complicated than a simple binary cooperate/defect resulting in a richer strategy
space, as noted in [3]: “Peers make strategic decisions concerning the revelation of
private information, such as local resource availability, workload, contribution cost,
or willingness to pay. Peers decide on the amount of exerted effort given the non-
observability of their hidden actions. Peers may adjust their spatial engagement
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with the network through strategic network formation, and temporal engagement
through strategic churning (arrivals and departures). Finally, peers may choose to
manage their own identities and treat the identities of others differently given the
availability of cheap pseudonyms.”

In summary, in a dilemma, there is a fundamental tension between individual
rationality and collective welfare. The goal of incentive mechanisms is to align these
and make cooperation pay off and thus to establish rules of the game to reduce or
eliminate the gap between social optimum and worst-case Nash equilibrium. The
ratio of the social optimum to the worst-case Nash equilibrium is called the price of
anarchy. If we take into account strategic behavior when designing networks, we can
encourage cooperative interaction between network entities and reduce the price of
anarchy. We next look at solution concepts that have been proposed to that end.

5.3 Solution Approaches

Several approaches to elicit cooperation between network nodes have been proposed
in the last few years. They can be broadly classified into reputation, payment, barter,
and rules-based enforcement systems.

5.3.1 Reputation Systems

Reputation systems can provide a way of distinguishing cooperative from uncooper-
ative entities, to enable an informed decision about which entities to choose from for
future cooperation and which ones to avoid. They provide a basis for risk assessment
of different types of behavior toward other entities. In the context of networks, these
entities are nodes, but reputation systems have been used and developed for a wide
range of applications, such as buyers and sellers in in online auctioning sites such as
eBay, reader feedback and recommendations for book sites such as Amazon, restau-
rant critiques, and entities in networked systems such as peer-to-peer file-sharing,
mobile ad-hoc or sensor networks, and providers in wireless networks.

The basic premise for reputation systems is that one can predict future behav-
ior by looking at past behavior. We could call this “the shadow of the past” in
analogy to “the shadow of the future” [2] which describes an increase in willingness
to cooperate when future interactions are anticipated. Reputation systems combine
both the shadow of the past and the future to elicit cooperation. The shadow of the
past here means that past behavior has consequences for the present standing of a
network entity and how it will be treated in the future, independent from whether
future interaction will be with the same entities. The shadow of the future refers to
the expected repeated interaction with the same entity. Combined, these two shad-
ows provide an incentive for cooperation, in that they potentially elicit cooperative
behavior from other network entities. Reputation systems provide a mechanism of
service differentiation [3], where network entities are treated differently depending
on their reputation rating. The difference in treatment can be binary, resulting in
the effective exclusion of network entities perceived as uncooperative [4] or provide
flexible service-level agreements [21].

In general, reputation systems work as shown in Figure 5.2 and explained as
follows. First, information about the behavior about other network nodes is gath-
ered. This information consists of own observations, reports from third parties or a
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combination thereof. The gathered information is then transformed into a reputa-
tion rating, by way of aggregation, weighting or other functions. There are several
factors that can be considered for a function that generates reputation ratings. One
can look at the absolute number of cooperative interactions, the number of defects,
the ratio of cooperate to defect decisions, or any combination and weighting of these
factors.

Figure 5.2. Reputation System. Nodes evaluate the reputation a another node
before allowing a transaction.

The reputation rating is either global, i.e., everyone sees the same rating of an
entity, or local, where nodes do not have to agree on a single value of a reputation
rating for another entity. These reputation ratings can be stored at a central location,
if possible, or in a distributed way otherwise. Taking the reputation rating as a
basis, network entities are then classified according to their eligibility for future
interaction. The classification can consist of simple thresholds which in turn can
depend on the network situation and the distribution of network entities to choose
from for cooperation.

Reputation systems apply to a broader range of desired behavior as long as it is
observable and classifiable. They can, if they use second-hand information and have
means to cope with false accusations or false praise, partially prevent misbehavior
by excluding misbehaved nodes [5]. This way, nodes can protect themselves before
encountering the misbehaved node. If the reputation systems rely exclusively on
first-hand experience to build reputation ratings, they can only prevent more of the
misbehavior experienced by a node after it occurred. Reputation systems that do
use second-hand information provide a means for indirect reciprocity via third party
observations in addition to direct reciprocity provided by one’s own observations.

The reputation rating provides not only an abstract notion of the “goodness”
of a network entity, but a network entity can derive several kinds of more tangible
values from its own reputation rating: The operating value denotes the present value
of the expected future increase in profits thanks to reputation, i.e., the advantages
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gained for eliciting cooperation from others. The throw-away value measures the po-
tential profit the network entity can make by cheating, capitalizing on its previous
reputation. The replacement cost is interesting to so-called whitewashers (see Sec-
tion 5.4.3) and means expected cost of recreating reputation after having discarded
the reputation. The values listed above are derived from a good reputation, which in
turn depends on the degree of cooperation perceived. It it therefore in the interest
of network entities to be perceived as cooperative to get a good reputation. Barring
easily duped reputation systems, there is an incentive to actually cooperate.

5.3.2 Payment Systems

(a) Direct Payment. (b) Indirect Payment.

Figure 5.3. Payment System. With and without banks for billing and money
transfer.

Payment systems, e.g., Sprite [35], serve as an incentive to provide a well-defined
service, such as packet forwarding, to others for remuneration. The payment, in the
form of a currency or token, can then be used to pay for one’s own service, e.g., for
forwarding one’s own traffic, using other network entities as relays. The payment
can be direct or via a central authority that serves as a bank, as shown in Figure 5.3.

Some payment schemes offer a fixed price per service, e.g., one unit of payment
per hop forwarded [7, 8], others use variable pricing depending on functions of cost
such as bandwidth or power [1, 13].

The payment has to be unforgeable. To ensure this, tamper-proof hardware
and trusted third parties have been suggested. With payment systems, the issue of
pricing and other economic questions, such as how to deal with lost payment, arise.
Since they assume rationality, payment systems can prevent selfish uncooperative
behavior, however, they do not address malicious or faulty behavior.

Mechanism design [14], [17] provides ways of eliciting truthful revelation of cost
and enable efficient pricing for payment systems. This is important for heterogeneous
networks, where simple tit-for-tat meets with different capabilities of the participat-
ing entities. Mechanism design can help to make cooperation incentive-compatible
by making it favorable for network entities to truthfully report their local resources
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and cost. If truth revelation is a dominant strategy, i.e., each agent has a best-
response strategy no matter what strategy the other agents select, the mechanism
is strategyproof.

5.3.3 Barter Systems

Systems such as Bittorrent [12] for peer-to-peer file-sharing build on direct reci-
procity among network entities and form a barter system as shown in Figure 5.4.
Bits and pieces of files are exchanged directly following a TFT strategy that has been
shown to be successful in similar dilemmas such as the iterated prisoner’s dilemma,
and the interaction is split into a large number of smaller interactions. This en-
ables the system to escape some of the pitfalls in one-shot games or interaction
with strangers in peer-to-peer system. As the number of interactions increases, the
so-called shadow of the future is longer and nodes cannot afford to defect in view
of the many interactions with the same network entity that are needed to complete
the ongoing transaction. This way, even with an increased network size, interactions
have consequences and therefore elicit cooperation.

Figure 5.4. Barter System. Nodes exchange services directly.

5.3.4 Enforcement Systems

In the previous sections we have discussed incentive mechanisms for cooperation. In-
herent in the expression is that they provide an incentive to behave in a cooperative
way, so rational network entities would choose to cooperate as the incentive mech-
anism is such that it is advantageous for them to do so in order to maximize their
utility. Incentives thus encourage cooperative behavior on a voluntary basis, but do
not enforce anything. In contrast to this model of rational entities, there can be net-
work entities with bounded rationality or even seemingly irrational behaviors when
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Figure 5.5. Enforcement System. Nodes check the validity of a service before
allowing a transaction.

considering utility functions. This is the case for malicious uncooperative behavior,
or simply misbehavior. In the case of malicious intent, incentives for cooperation are
not enough, but cooperation has to be enforced. Enforcement can be done by setting
rules of behavior, that if broken, nullify the transaction. For example, several secure
routing protocols for mobile ad-hoc networks have been suggested, such as [20, 30]
that only return routes to the requesting source, if all the nodes on the route comply
with their requirements and that has been verified, e.g., by checking the validity of
hash chains, detecting tampering with message headers, as shown in Figure 5.5.

A method for thwarting attacks is prevention. According to Schneier [32], a
prevention-only strategy only works if the prevention mechanisms are perfect; oth-
erwise, someone will find out how to get around them. Most of the attacks and
vulnerabilities have been the result of bypassing prevention mechanisms. Given this
reality, detection and response are essential.

Secure protocols prevent preconceived deviations from specific protocol func-
tions. They do, however, not aim at serving as incentives for cooperation or dealing
with novel types of misbehavior that occur by going around the protected functions.

Preventive schemes can only protect what they set out to protect from the start.
There can, however, be unanticipated attacks that circumvent the prevention. It
is vital that this misbehavior be detected and prevented from happening again in
the future. Self-policing schemes are only as limited as their intrusion detection
component regarding detected attacks. The schemes themselves are flexible and can
accommodate an evolving intrusion detection component. If the detection of a new
attack is conceived of, the detection component can be changed to reflect this added
knowledge. This does not in any way change the protocol. If a preventive scheme
needs to be extended to accommodate the advent of a new attack, a new version of
the routing protocol is required. Yet, prevention or enforcement mechanisms can be
a complement to incentive mechanisms.
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The question of a tamper-proof security module remains controversial [31], but
might prove inevitable to implement enforcement mechanisms and protection such
as authentication.

5.4 Challenges

The goal of incentives for cooperation is to align the individual strategic behavior
with the collective welfare of all network entities. When devising such incentives,
networks, and in particular wireless networks pose several challenges due to the
transient nature of the medium and communication system.

5.4.1 Selfish v. Malicious v. Faulty Behavior

Lack of cooperation can arise from different reasons besides rational utility-
maximization by selfish entities. Devices could just be faulty and act erratically
or the behavior could stem from maximizing a different utility function, namely
the goal of denying service to another node, disrupting the whole network, or other
malicious intents. Designing mechanisms to encourage cooperation among network
entities that are, at least seemingly, not rational is by definition quite difficult if
not infeasible. If behavior modification cannot be elicited, the next best thing is to
recognize its occurrence and reign in the consequences of uncooperative behavior.

Economic systems assume a rational node that aims at maximizing its utility
expressed in energy savings or payment units. The node misbehavior targeted by
payment systems is thus selfish concerning utility but it is not malicious.

A malicious node is not necessarily aiming at a economizing on its resources.
Its interest lies in mounting attacks on others. Secure routing protocols aim at
preventing malicious nodes from mounting attacks.

Although some reactive systems focus on selfish (watchdog [25]) or malicious
misbehavior (intrusion detection [34]), this is not an intrinsic limitation. Self-policing
networks by reputation systems enables coping with both selfish and malicious, and,
in addition, with non intentional faulty misbehavior, the only requirement being that
such misbehavior be detectable, i.e., observable and classifiable.

We deem the consideration of non intentional misbehavior such as bugs of high
importance, and we think it is vital to protect the network against misbehaved
nodes regardless the nature of their intentions. Non intentional misbehavior can
result from a node being unable to perform correctly due to a lack of resources,
due to its particular location in the network, or simply because of the node being
faulty. Self-policing misbehavior detection, reputation, and response systems can be
applied irrespective of the actual cause of the misbehavior, be it intentional or not.
When a node is classified as misbehaved it simply means that the node performs
badly at routing or forwarding. No moral judgment is implied.

5.4.2 Observability

Incentives for cooperation benefit from, or even depend on, the ability to identify
cooperative behavior and distinguish it from uncooperative behavior exhibited by
network entities.This ability is needed to rate the reputation of a node, to prove
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the basis for payment or that a contract has been fulfilled, that a service has been
rendered that merits reciprocity, or to detect breaches of or conformity with rules
of the game, such as security. In networks, however, this transparency is not always
achievable, due to both hidden action and hidden information.

The information might be asymmetric. In economics, information asymmetry
occurs when one party to a transaction has more or better information than the
other party. In a network, it is typically the service provider that knows more than
the service consumer, e.g., a node requested to relay packets for another knows the
local conditions of the network and its own cost better than the initiator of the
communication.

Information asymmetry models assume that at least one party to a transaction
has relevant information whereas the other does not. Some asymmetric information
models can also be used in situations where at least one party can enforce, or ef-
fectively retaliate for breaches of, certain parts of an agreement whereas the other
cannot. These models are studied in Principal-Agent Theory. In adverse selection
models the party with less information does not know about the properties of the
other party and thus selects the wrong partner for a transaction. In moral hazard
the party with more information can exploit the situation by acting differently than
expected, the party with less information cannot determine that this is the case and
cannot retaliate for a breach of the agreement.

Hidden Action

In a wireless medium, intentional packet drops are hard to distinguish from conges-
tion or link breaks; mobility can look like misbehavior, and the wireless range limits
the observability of nodes further along the path. Intentional, strategic behavior can
seem like the result of network conditions and vice versa. Figure 5.6 shows how the
limited wireless range lets nodes hide misbehavior, e.g., dropping packets.

Figure 5.6. Hidden Action. The source of a packet cannot see the misbehavior
along the path beyond its own range.
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Hidden Information

It is not obvious from the outside what properties nodes have, what utility function
they have, how rational they are, what there cost for cooperation is and what capa-
bilities they have in terms of battery, computational power, storage or bandwidth.
The collection of these properties along with their utility function constitute the
type of a network entity, which is not necessarily revealed to other network entities.
Furthermore, as shown in Figure 5.7, nodes can lie about their properties, i.e., their
type.

Figure 5.7. Hidden Information. A node does not reveal its true resources.

5.4.3 Identity

After establishing what a network entity has done, it is important for incentives for
cooperation to work, to find out who did it and whether the node who seems to
have behaved in a certain way actually is the actor in question. Reputation ratings
have to be assigned to the correct network entity, payments or reciprocal behavior
returned to the correct initiator and consequences of security enforcement need to
be born by the node involved in the behavior. There are several obstacles to the
precise mapping between behavior and identity.

Shadow of the Future

From analyzing good strategies for the iterated prisoner’s dilemma we know that
the anticipation of repeated interaction and opportunities for cooperation in the
future, the so-called shadow of the future [2], lead nodes to increase cooperation for
fear of retaliation or hope of reciprocal cooperation. To cast a shadow of the future,
an identity must persist long enough to allow for repeated interaction. Short-lived
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identities reduce the cooperation dilemma to a one-shot game, where cooperation is
unlikely the dominant strategy for network entities. Identity persistence is precluded
by a node’s ability to change its identity either while in the network or by leaving
and entering the network again.

Identities that persist over a long term cast a longer shadow of the future and
thus can offset some of the transient nature of networks. This transient nature arises
from several factors including short-lived transactions, a large network population,
a volatile medium, user mobility, or any combination thereof.

The impact of the shadow of the future can be increased not only by longer
persistence of identities to enable repeated transactions, but also by increasing the
frequency of interaction during a given time period. Interactions can be split into
several sub-interactions that each require a modicum of cooperation. This way, reci-
procity is immediate and cooperation incentives are strengthened even under con-
ditions that result in short games.

Immediate reciprocity simultaneously addresses another factor that typically
shortens the shadow of the future. Even if the identity persists long enough and the
nodes have repeated interactions, it is not a given that the nodes take turns as in
an idealized game, where one player moves after the other. In networks, a node does
not automatically take turns being a client or a server, a sender or an intermediate
node or a destination. Finding ways to reciprocate directly and immediately provides
proper role reversals.

Sybil Attacks

Nodes can claim to have more than one identity at the same time and pretend to
be several nodes. The requirement of distinct identities is the target of the so-called
Sybil attack analyzed by Douceur [16], where nodes generate several identities for
themselves to be used at the same time. This property does not so much concern a
reputation system, since those identities that exhibit misbehavior will be excluded,
while other identities stemming from the same node will remain in the network as
long as they behave well. The Sybil attack can, however, influence public opinion by
having a network entity’s rating considered more than once. To prevent the Sybil
attack, impersonation, and guaranteeing minimum identity persistence, nodes could
be required to register with a certification and pseudonym authority that does not
hand out more than one identity to a node at a time and requires a minimum time
to have elapsed before changing an identity. In the scenario where the network is
not completely cut off the Internet, one can make use of certification authorities.
An example for such a scenario are publicly accessible wireless LANs with Internet
connection. The detection and isolation of uncooperative and misbehaved nodes as
achieved by a distributed reputation system are still necessary, even in the presence
of network operators. For the case of a pure ad-hoc network without Internet con-
nectivity or secure hardware, Weimerskirch and Westhoff [33] propose zero-common
knowledge authentication which provides recognition of nodes that have been dealt
with before, without requiring geographical proximity.

When the infrastructure allows, solutions based on public key infrastructure are
possible. There are also reputation systems that attempt to deal with the sybil
attack directly, e.g., [9].

The sybil attack can also affect payment systems, for example in the case when
newcomers are endowed with a specified amount of currency, or when it seems
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beneficial for a node to pretend to be several nodes to gather more requests for
service, thereby gaining money-earning opportunities.

Whitewashing

To get rid of disadvantages accumulated under an identity, such as a bad reputation
or payment debt, or to reap the benefits of a system that encourages node partic-
ipation and rewards nodes new to the system, nodes may decide to strategically
leave and reenter the network, and thereby not only contribute to overall network
churn and instability but decreasing the efficacy of incentives for cooperation in the
network. Whitewashers are indistinguishable from newcomers if identities are not
persistent over a longer time, so whitewashers repeatedly get the benefits of a blank
slate without being detected.

One way of preventing whitewashing attacks [18] is to have new nodes acquire
a good standing in the network by cooperating for a while before they are granted
much benefit from other cooperating nodes until they have been in the network
long enough to receive the same privileges as regular nodes in the network. While
this decreases the incentive of leaving the system to start anew, it also decreases
the incentive to participate in the system at all, especially for purposes of small
transactions.

Anonymity and Pseudonymity

There is a tradeoff between anonymity and the privacy it provides to the user of
a network device, and the needs of a stable identity imposed by reliable mecha-
nisms for cooperation and non-repudiation Identity persistence, even if linked to a
pseudonym and not a straightforward identity of the user and her device, neverthe-
less provides continued data on a specific network entity and can enable location
tracing, inferences from who talks to whom, and other correlations of identity and
access services or information. When this information is aggregated and used to link
the pseudonym to the true identity, anonymity is gone. Even when only linking it
to a pseudonym, privacy may be compromised.

5.4.4 Fairness

Going back as far as Plato, there are four principles for distributive justice [27],
that are incompatible yet equally valid depending on the situation. They are exoge-
nous rights, compensation (for other inequities already inflicted), reward (for good
behavior or effort), and fitness (i.e., who can make the best use of a resource). In
networks, we distribute resources such as bandwidth or payoffs gained from incen-
tives for cooperation, and it is not straightforward to decide how such resources
should be distributed.

Self-organized networks depend on cooperation, yet selfish behavior leads to non-
cooperation and thus potentially to a non-functional network which does not benefit
even selfish rational nodes. To address this dilemma, incentives for cooperation (such
as payment and reputation) have been proposed. These solutions, however, have not
taken into account the different opportunities for cooperation of nodes due to their
location. The same behavior leads to payoff inequities in different locations.
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Incentives for cooperation aim at rewarding cooperative behavior or punishing
non-cooperative behavior. Yet as a consequence of neglecting cooperation opportu-
nities (e.g., due to node location), the desirable and the actually rewarded behavior
might not be the same. Nodes lacking opportunities for cooperation can starve when
their payoff depends solely on them exhibiting cooperative behavior. When there is
no opportunity for cooperation, rewards for cooperation cannot be collected. In the
extreme case, nodes can have negative payoff even if they are willing to cooperate. As
an example, if nodes remain at the edge of the network that has a payment system
in place where nodes are paid for each packet they forward and have to pay other
nodes to forward the traffic they generate, they can cease to afford their own traffic
and starve if monetary resources are limited. Since such a node might never be called
to forward for others as it does not lie on any path for other nodes, it cannot afford
to send any traffic despite its willingness to cooperate. With reputation systems that
punishes a denial of cooperation, nodes in the center can get such a bad reputation
that they become isolated from the network, if they experience network congestion.
These cases show that both the willingness and the opportunity to cooperate need
to be taken into account for incentive mechanisms.

Another consequence of payoffs from incentive mechanisms varying by location
and not only behavior is that it enables nodes with favorable locations in terms
of cooperation opportunities to erect entry barriers for new nodes or keeping com-
petitors at the outside. As an example, peering agreements can be denied to new
Internet Service Providers (ISPs) to limit their position in the logical network to a
location with less payoff.

Taking into account location information and keeping in mind payoff inequities
of incentive mechanisms that depend on cooperation opportunities as well as co-
operative behavior raise the need for effective evaluation models to uncover such
inequities. Uniformity assumptions about location can mask such inequities and
thus bring about misleading evaluations of the effects of incentive mechanisms for
cooperation in networks. As an example, incentive schemes for self-organized net-
works such mobile ad-hoc network often implicitly assume that nodes will move
about enough so that they, over time, do not spend dis-proportionally much time
at either the center or the edge of the network. It is common practice to evaluate
the performance of incentive schemes in mobile ad-hoc networks using the random
way-point mobility model. More realistic mobility models, such as those based on
trajectory traces of people on a campus, for instance, do not show this uniform dis-
tribution. Payoff inequities due to location therefore may lead to starvation scenarios
as described above.

Even without incentive schemes, there are inequities in performance metrics
attributable to location [10] that can also lead to strategic network formation [11].

Incentive schemes networks aim at fostering cooperative behavior by rewarding
it and withholding rewards for (or penalizing) selfish non-cooperative behavior. An-
other dimension of cooperative behavior is fairness: How often do nodes have the
opportunity to exhibit cooperative behavior and are therefore eligible for rewards
or penalties?

Depending on whether the incentive mechanism in place emphasizes rewards of
cooperative behavior or penalties for non-cooperative behavior, the number of coop-
eration opportunities relative to other nodes have different consequences. If rewards
for cooperative behavior are emphasized, a node benefits from having many oppor-
tunities for cooperation, e.g., if a forwarding action is remunerated, the opportunity



102 Sonja Buchegger and John Chuang

to earn money is proportional to the load. Conversely, if discouraging of non-
cooperative behavior is emphasized, a node benefits from having fewer instances
of behavior opportunities that demand cooperation, e.g., a node will not get a bad
reputation for denying forwarding when it is never asked to cooperate.

If we take the example of packet forwarding, the opportunities for cooperation
are more numerous in the center than at the edge of a network.

5.4.5 Meta Cooperation

When the incentives for cooperation themselves depend on the cooperation of the
entities by participating and contributing, a cooperation dilemma can arise at this
meta level of cooperation, for instance participating in a reputation system by eval-
uating other entities and publishing corresponding reputation ratings.

Devising incentives for collaboration in an incentive system only defers the prob-
lem to the next higher level of cooperation. Ideally, the participation in an incentive
system brings immediate benefit. When this alignment is not possible, as is the case
in a dilemma, one can at the minimum contain the consequences of such nonco-
operation, ranging from free-riding to more harmful manipulation of the incentive
system.

Telling the Truth

What is the incentive to tell the truth when rating the reputation of another network
entity? The benefit of doing so is not obvious, whereas there are immediate benefits
for lying for a node that wants to manipulate the reputation for another node: it
can lead to having better access to a service by denying it to others, weakening
competitors, loading forwarding work off to others, attracting or deviating traffic,
etc.

There are several strategic behaviors that lead to spurious ratings: Network enti-
ties can deliberately worsen another node’s reputation by false accusations reflected
in a bad reputation (blackmailing). Nodes can boost each other’s reputation by
giving good feedback repeatedly (ballot stuffing), or collude against a third entity.
Besides such deliberate lying for reasons outside the transaction they are evaluating,
nodes can give spurious reputation ratings out of retaliation or simply reciprocity
when they have been given a false rating themselves. False ratings can also occur for
fear of such reciprocity, anticipating retaliation for giving a negative rating, even if
that accurately reflects their experience.

Several solutions have been proposed to counter such spurious ratings, by allow-
ing only positive ratings for instance, thereby eliminating at least the blackmailing
attacks [26], or by detecting liars and discounting their opinion [6], limiting both
types of spurious rating: too good and too bad ones.

Telling the truth about their cost is only beneficial to nodes when the right
incentive mechanisms are in place. Truth revelation is therefore one of the main
goals for mechanism design.

Participation

We have discussed in earlier sections that network entities need to have an incentive
to cooperate. Yet also on a meta level, what is the reason for a node to cooperate
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in the incentive mechanism, to provide reputation ratings for other nodes, exerting
effort in observing their behavior? There needs to be a benefit nodes can gain from
participating, otherwise there is a reluctance to participate as encountered for co-
operation in the underlying network protocol. This reluctance is exacerbated when
there is negative reputation and a therefore a fear of retaliation. Another hurdle to
cooperation in the incentive mechanism itself such as a detection and reputation
system in mobile ad-hoc networks is that when a node enforces compliance with an
incentive system by, for example refusing to forward messages for a node with a bad
reputation, this can be misinterpreted as a lack of cooperation itself, even though it
is not only conforming to the protocol but also helping the efficiency of the incentive
mechanism by punishing uncooperative behavior of other nodes, thereby increasing
the quality of the network performance. Applying insights from sociology, where it
was found that in human behavior, observed punishing misbehavior (at a cost) is
seen as cooperation and increases the willingness to cooperate, incentives need to
be aligned accordingly.

To entice participation in the layer of the incentive mechanism, it has been
proposed to provide side-payments for honest feedback in reputation systems [22]. To
determine whether feedback is honest is not straightforward due to its subjectivity
and behavior dynamics, but by using incentive-compatible mechanisms that provide
an incentive for truthful revelation it can be encouraged.

Banking

Payment systems need a way of billing the service consumer getting the payment
to the service provider. Most research on payment systems for cooperation in com-
munication networks assumes that the micro-payments can be made somehow and
focus on pricing issues. In principle, there are two types of banking systems envi-
sioned: direct payments in a distributed system by means of tamper-proof hardware
(e.g., [7]) and central authorities providing a banking infrastructure (e.g., [35]). Nei-
ther of these two might be realistic, depending on the environment. While cellular
networks already have billing and payment infrastructures in place, it is not straight-
forward to include facilities for micro-payments between network entities and not
only between end-systems and central service providers.

5.4.6 Time

Many analyses of cooperation emphasize what happens at equilibrium, yet some
challenges occur in transient phases, or due to the mere passing of time. The following
examples illustrate such transient behavior.

Money Supply

With payment systems for packet forwarding, it is usually the initiating nodes who
pay intermediate nodes for relaying packets. The price is based on some defini-
tion of accumulated forwarding cost, be it per hop or taking into account different
cost at the intermediate nodes. Budget balance here means that the amount of
money (or money equivalents) circulating in the system remains constant and no
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money has to be inserted from the outside of the network. It is a goal of mecha-
nism design to achieve budget balance along with other criteria such as efficiency,
strategy-proofness, individual-rationality, and pareto-optimality, yet all goals cannot
be achieved simultaneously.

Using VCG auctions for forwarding prices achieve truthful revelations but not
budget balance. In Ad-hoc VCG [1], for instance, the source has to pay the price
even if it is exceeding the sum of cost for the intermediate forwarding nodes (the
source was chosen and not the destination to prevent the case when recipients of
spam would have to pay for it).

When payments are added to packets for forwarding in systems like nuglets [7]
(much like stamps on envelopes), in the so called packet-purse-model, nuglets are
lost when the actual route taken turns out to be shorter than estimated (additional
payment is not used and lost) or longer (packets do not reach the destination, have
to be re-sent) or when packets are dropped.

If the money supply in the network is suboptimal, a payment system cannot
work effectively. If the supply is too small, not everyone can afford to send their
own traffic. Conversely, if it is too large, network entities have a reduced incentive
to behave in a way that earns them money, since they already have enough. An
economy created by a payment system can suffer from the same inflictions that
real economies deal with, such as inflation or crashes. A system to control incentive
efficiency (social welfare) by adapting the money supply in the network was proposed
in [19]. Newcomers are assumed to have no money, and the price of service is adjusted
(equivalent to adjusting the money supply) to maintain the ratio that maximizes
efficiency.

Inconsistent Behavior

The basic premise of a reputation system is that one can predict future behavior by
looking at past behavior. This does not hold for all cases, since there can be erratic
behavior that is completely inconsistent with past behavior, as in the case of sudden
failure, for instance, but the assumption is that such cases are the exception and not
the norm and that past behavior can be used as a basis for the prediction of future
behavior.

To provide this basis, the reputation system has to keep track of past behavior.
This can be done in several ways. Here are some decision points to guide the design
process of a reputation system.

What information is kept? About whom? Where? For how long? When is in-
formation added? How is information from others considered? How is it integrated?
What does this information look like over time? What has to happen to change this
information?

In summary, a reputation system needs a way of keeping information about the
entity of interest, of updating it and of incorporating the information about that
entity obtained from others. Also it has to keep that relevant as time passes. This
provides the basis of decision making. Then the decision making itself has to take
place to allow nodes to chose other nodes for cooperation.

Humans can look at graphical representations of reputation such as the number
and color of stars on eBay, and glance over some qualitative information given in
feedback comments. In self-organized networks, we want the reputation system to
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not only be able to present information about reputation to the user, but to make
automatic and autonomous decisions. For example, the system can estimate the most
likely behavior in the future [15], but that does not automatically lead to a decision.
The reputation system therefore has to have a mechanism to make decision and
classifications. These decisions can depend on the network conditions and should be
adaptive to the situation encountered, such as congestion, availability of alternate
routes, number and perceived quality of service providers, importance and urgency
of the service, etc.

As time passes, the importance of parts of the reputation data collected can
change. For instance, recent steady behavior is probably a better predictor of future
behavior than behavior observed a long time ago. On the other hand, looking only
at the most recent behavior can yield a distorted picture of past behavior as one
instance observed is not enough to measure a trend. Reputation systems need to
have a way of factoring in time in a reasonable manner that would either conform
to the user’s expectation or be proven to work well in the system environment.

Giving more weight to recent behavior and discounting past behavior as time
passes achieves two objectives: better correlation to future behavior and allowing
for node redemption: When past behavior is discounted, nodes cannot capitalize
on previous good behavior but have to consistently behave well to maintain a good
reputation. Information about nodes has to be constantly reinforced to stay current.
Node redemption allows for a node to regain at least a neutral reputation after a
specified time period (determined by the discount rate) without bad behavior. This
is crucial for example for dealing with formerly faulty nodes that have been repaired
and useful in general to adapt to behavior changes of nodes regardless of the reason.

5.5 Conclusions

Encouraging cooperative interaction among network entities is a task that is not only
interesting and necessary in self-organized networks such as mobile ad-hoc and peer-
to-peer networks, where cooperation is needed for basic network functionality. It also
gains importance in infrastructure-based networks to extend their functionality or
even enable new services.

Typically, cooperation does not come naturally and automatically in networks,
as there are costs resulting from cooperation and often their is no immediate benefit
to offset, let alone exceed those costs. Network conditions are such that they embody
in a modern form the Tragedy of the Commons of days past, when farmers would
let as many as possible of their sheep and cattle graze on the commons, thereby
rendering the commons unsuitable for grazing of all, such that the farmers were worse
off than had they restricted the grazing of their animals. The tragedy lies in that
everyone maximizes their own utility at the expense of the overall utility of everyone.
Analogies to commons in networks are unlicensed spectrum and bandwidth.

Since cooperation does not come for free, incentives for cooperation are being
devised, in the form of reputation or payment system, barter or enforcement, and in
some cases, combinations of these systems. In this chapter we gave an introduction
to these approaches to elicit cooperation and identified challenges that still need to
be overcome in order to make those incentives effective, efficient, and robust.
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